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Abstract—Text-based language identification remains challeng-
ing under low-resource conditions. We introduce Lang2Vec, a
language-level embedding method that extends the Doc2Vec
framework. In contrast to sentence-level and word-level embed-
ding methods, Lang2Vec uses language tags to provide direct
language supervision. This allows effective language separation,
even in a data scarce setting. We show that using Lang2Vec
embeddings as inputs to a bidirectional LSTM and also a
transformer classifier leads to better language identification
performance in low-resource conditions than using Word2Vec
embeddings in the same way. We also show that Lang2Vec is
substantially more effective at rejecting unseen languages, even
when these are similar to some of the training languages. This
make Lang2Vec embeddings a good candidate for application
to the extraction of a target language from unconstrained
multilingual input, such as web-crawled text.

Index Terms—Language Identification, Low-Resource Lan-
guages, Document Embeddings, Language Embeddings, Natural
Language Processing

I. INTRODUCTION

Current language identification (LID) approaches typically
rely on n-gram statistics and sentence-level representations
derived from Word2Vec or similar embeddings [1], [2]. These
techniques work well for high-resource languages, but they
suffer in low-resource situations [3]. This is due to the absence
of explicit language-level supervision, and the inability to
preserve distinct boundaries between similar languages, when
training data is limited.

Most African languages face these low or zero-resource
challenges. Text gathered by web-crawling or similar ap-
proaches may contain a substantial amount of material in such
a language of interest, but the large volume of text delivered
in this way, in conjunction with the rareness of the target
language, make manual dataset compilation impossible. Thus,
the large volume and noisiness of short texts complicate LID
in practice [4].

This paper proposes a language-level embedding
(Lang2Vec) that is shown to offer superior language
identification performance in such low-resource scenarios.
The eventual aim is to make the automatic compilation of a
text corpus in a new and under-represented language possible
using this technique.

Our contributions are threefold. First, we introduce a lan-
guage level embedding that injects explicit language super-
vision through a tag for each language during training. Sec-
ond, under incremental low-resource settings, we show that
these embeddings enable both long short-term memory and

transformer classifiers to outperform Word2Vec inputs. Third,
we demonstrate substantially improved rejection of unseen
languages by lowering false-accept rates to below 1% while
preserving high target recall.

The structure of the remainder of this paper is as follows.
Section II reviews related work, Section III presents our
Lang2Vec methodology, Section IV describes our experimen-
tal setup, Section V presents results, and Section VI concludes.

II. BACKGROUND AND RELATED WORK

Modern neural networks that use word and sentence embed-
dings have largely replaced conventional statistical n-gram ap-
proaches in text-based language identification tasks [5]. While
n-grams remain competitive, they exhibit poorer performance
for short texts and text from similar languages [1], [4].

Most modern approaches to text language identification
use Word2Vec embeddings [2] applied to complex neural
networks, such as long short-term memory (LSTM) and
transformer architectures [6]–[8]. Although these techniques
perform well when datasets are large, they degrade when
resources are limited.

Doc2Vec [9] extends the Word2Vec architecture by learning
document-level representations and representing each docu-
ment with one embedding that can be used alongside word
embeddings. Although this method has proven effective in
document classification tasks, it has not been considered for
language identification.

Prior research on African language identification has fo-
cused on South African languages in particular, or African
language families in general [3], [10]. Most languages spoken
on the African continent remain unresearched, and have no
digital resources such as text corpora.

Finally, the key problem posed by the unavoidable occur-
rence of unknown languages during the practical application
of language identification systems has also received very little
attention. When a language identification system is exposed to
unrestricted text, such as text crawled from the internet where
messages are often short and noisy [4], it is almost guaranteed
to encounter languages that it did not see during training. Such
languages must be reliably rejected by the system to make it
useful in this situation. Most existing research has assumed
a fixed and closed language set, thereby side-stepping this
practical problem.



III. LANG2VEC

Lang2Vec treats all text belonging to the same language
as one document. For a dataset containing K languages, each
language Li then has an associated language embedding vLi

∈
Rd that captures the specific characteristics of the language
across all sentences in that language.

Lang2Vec incorporates explicit language supervision. Each
sentence Sj from language Li is associated with a language
tag during training, ensuring that the language embedding is
updated when any sentence from that language appears during
training.

A. Rationale for Structural Features

Different languages have their own unique syntactic patterns
that go beyond just the words they use, like the sentence
length, punctuation use, word order and the complexity of
the words. By incorporating sentence-level structural features
(word count and punctuation count) alongside lexical embed-
dings, Lang2Vec captures these patterns that can distinguish
between languages. This is especially useful in low-resource
scenarios, where languages may have a large vocabulary over-
lap but their structural patterns are different. The projection
of these features through the trainable matrix Wf allows
the model to learn which structural characteristics are most
informative for each language, complementing the lexical
information provided by word embeddings.

B. Feature Extraction

For each sentence Sj in language Li, the method extracts
both lexical and structural features. The sentence is first
tokenised into words:

tokens(Sj) = [w1, w2, . . . , wn] (1)

We then compute sentence-level features capturing struc-
tural characteristics:

ϕ(Sj) = [word count(Sj), punctuation count(Sj)] (2)

Different languages exhibit varying sentence lengths and
punctuation patterns. For example, Tswana sentences are typ-
ically shorter and differ in structure from English sentences.

The complete training instance for sentence Sj from lan-
guage Li is then:

Tij = (tokens(Sj), ϕ(Sj), tag(Li)) (3)

where tag(Li) is the language tag.

C. Distributed Memory Architecture

Lang2Vec uses the Distributed Memory (DM) architecture
also employed by Doc2Vec [9] rather than the alternative
Distributed Bag of Words (DBOW). The DM architecture
preserves word order and context, which is useful for capturing
language specific syntactic patterns.

For each language Li we keep a trainable embedding
vLi

∈ Rd stored as a column in the language embedding
matrix L ∈ Rd×K , where K is the total number of languages

the system is trained to identify. During training, tag(Li)
is converted to a one-hot vector eLi ∈ RK and retrieves
vLi = LeLi through matrix multiplication. The procedure is
similar to how word embeddings are retrieved. The language
embedding is then added to the context average and feature
projection and updated by backpropagation.

The Lang2Vec model optimises both word embeddings and
language embeddings by minimizing the prediction error of a
target word wt, given the surrounding context words and the
language tag. The training objective is to maximise the log
probability of the correct target word wt based on the context
words wt−c, . . . , wt+c, the sentence features ϕ(Sj), and the
language embedding vL. Here t is the position index of the
target word in the sentence. We define the context window Ct

as the set of word positions surrounding the target word at
position t:

Ct = { t− c, . . . , t− 1, t+ 1, . . . , t+ c } ∩ {1, . . . , T} (4)

The structured object Tij , consisting of word tokens (the
previously tokenised words), sentence features, and the lan-
guage tag, forms the complete input to the hidden layer. This
hidden layer functions similarly to the hidden layer in the
DM implementation of Doc2Vec. We define the input word
embedding matrix as W ∈ Rd×V , where the columns are the
word vectors. We then obtain the embedding vw ∈ Rd for the
word token w, which is encoded as a one hot vector ew ∈ RV ,
by matrix multiplication.

vw = W ew (5)

Since ew is one-hot, this isolates one column of W . We use
these embeddings to construct the context average hctx(t) as
shown in Equation 6.

hctx(t) =
1

|Ct|
∑
j∈Ct

vwj
(6)

Here vwj ∈ Rd is the embedding of the context token at
j ∈ Ct and hctx(t) ∈ Rd.

We project the k = 2 dimensional sentence features, ϕ(Sj),
into the embedding space using a trainable matrix Wf ∈ Rd×k

to form the projected sentence features Wfϕ(Sj). These are
summed with the context average hctx(t) and the language
embedding vL to form the hidden representation z(t) ∈ Rd.

z(t) = hctx(t) + vL + Wf ϕ(Sj) ∈ Rd (7)

This hidden representation z(t) is passed to a linear output
layer, W ′ ∈ RV×d to compute scores over the vocabulary,
which are then normalised by a softmax to produce the
probability of the target word wt.

P
(
wt | wt−c, . . . , wt+c, vL, ϕ(Sj)

)
=

eu
⊤
wt

z(t)∑
w′∈Vocab

eu
⊤
w′z(t)

(8)

In Equation 8, uw ∈ Rd are the rows of W ′, the weights of
the output layer. Figure 1 illustrates the Lang2Vec architecture.



Fig. 1: A block diagram representation of the Lang2Vec architecture. The resulting hidden representation z(t) is used to
characterise the language of the current input sentence in a d-dimensional vector space.

D. Training Objective

We minimise the negative log-likelihood over the training
set using negative sampling for computational efficiency:

Lt ≈ − log σ(uT
wt
z(t))−

∑
n∈Nt

log σ(−uT
nz(t)) (9)

where Nt represents a set of negative examples obtained
from the vocabulary and σ is the sigmoid function. The
following pseudocode summarizes the complete Lang2Vec
training procedure:

Input: Training corpus with language tags, embedding
dimension d
Initialize word embeddings W , language embeddings L,
feature matrix Wf

for each training epoch do
for each sentence Sj from language Li do

Extract features: ϕ(Sj) = [word count, punct count]
Retrieve language embedding: vL = L · eLi

for each target word wt in Sj do
Compute context average: hctx(t) from Eq. 6
Form hidden state: z(t) = hctx(t) + vL +Wfϕ(Sj)
Predict target word via softmax: Eq. 8
Update W , L, Wf via negative sampling

end for
end for

end for
Output: Trained embeddings W , L, Wf

IV. EXPERIMENTAL SETUP

A. Datasets and Languages

We assembled a corpus combining data from the Leipzig
Corpora Collection (LCC) [11], [12] and the Open Parallel
Corpus (OPUS) [13]–[15] to simulate a realistic multilingual
dataset [16]. This contains text in 122 different languages
using the Latin alphabet. For each high-resource language, we
collected 1 million sentences. For languages with fewer than
1 million sentences, we used all the available data.

We normalised all text to lowercase and limited characters to
the ASCII range (hex 20-7D). Stop words were not removed,
as they provide valuable linguistic information for language
identification, especially for the Lang2Vec approach where the
sentence features are projected into the embedding space.

We divided the data into 70% training, 20% test and 10%
development sets. Hyperparameters were optimised on the
development set, while 5-fold stratified cross-validation was
applied during training to monitor performance. The stratified
approach ensured each fold preserved the overall language
distribution, preventing bias due to under representation.

Table I summarizes the key statistics of our multilingual cor-
pus. The dataset spans 122 languages with substantial variation
in resource availability, from a minimum of 7,890 sentences to
a maximum of 1,000,000 sentences per language. The corpus
contains 45 high-resource languages (with 1M sentences each),
while 23 languages fall below 10,000 sentences, representing
the low-resource scenario we aim to address.

B. Experimental Configurations

We conduct two main experiments:



TABLE I: A summary of the characteristics of the text corpus
compiled for experimentation.

Statistic Value
Total Languages 122
Total Sentences 92,210,280
Training Sentences (70%) 64,547,196
Development Sentences (10%) 9,221,028
Test Sentences (20%) 18,442,056
Min Sentences/Language 7,890
Max Sentences/Language 1,000,000
Average Sentences/Language 756,557
High-resource Languages (1M sents) 45
Languages ≤ 10k sentences 23
Languages ≤ 1k sentences 0

1) Incremental data addition: We systematically limit
training data for target languages to the following 17
predetermined levels: 50, 100, 200, 400, 800, 1,200, ...,
300,000 and finally 700,000 sentences, the maximum
available data. This simulates low-resource conditions.

2) Unknown language detection: We remove sets of either
similar or dissimilar languages from the training set
while keeping them in the test set. Three reference lan-
guages (English, German, French) remain in all training
sets to provide baseline comparisons.

For the incremental data addition experiment, we selected
two high-resource and two low-resource languages:

• High-resource: Afrikaans (700,000 training sentences),
Bosnian (700,000 sentences).

• Low-resource: Tswana (7,182 sentences), Banjar (8,321
sentences).

To evaluate the effect of unseen languages during training,
we remove ten languages per target language from the training
set while leaving them in the test set. We use two comple-
mentary groups of target languages: one where the removed
languages are dissimilar to the target language, and one where
they are similar to the target language. Lexical similarity was
estimated using the Levenshtein distance over our combined
corpus. Tables II and III list the target languages and the
removed languages with their respective lexical overlap in
parentheses.

It is important to note that lexical similarity is used for
experimental design, specifically for selecting which languages
to remove from training in order to create controlled test
conditions. The Lang2Vec model itself does not use lexical
similarity during training or inference.

TABLE II: Target languages with removed languages that are
dissimilar.

Target Removed Languages
afr pms, nor, tuk, lvs, lug, ltz, ina, glv, swa, srd

som ban, bar, min, pol, lit, frr, est, fin, grn, msa
zul gom, cos, lug, nob, mri, tuk, arg, bre, tso, bjn

TABLE III: Target languages with removed languages that are
similar.

Target Removed Languages
ita bik, lvs, ltz, hbs, epo, ces, pam, sgs, slv, ksh
tsn vls, bcl, bar, hsb, som, est, grn, swa, ido, xho
nor hun, swe, vec, gom, pap, pms, bjn, pol, bos, xho

C. Model Configurations

We compare Lang2Vec with Word2Vec approaches using
two neural network architectures as classifiers. In both cases
hyperparameters were optimized by grid search on the devel-
opment set.

• LSTM + Word2Vec: For each sentence, Word2Vec
embeddings are processed sequentially by a bidirectional
LSTM. Each word embedding has dimension V W2V

i =
50, and the LSTM processes sequences of varying length
Li depending on sentence length. The final hidden state
represents the complete sentence for classification.

• Transformer + Word2Vec: The transformer processes
sequences of Word2Vec word embeddings in parallel
using self-attention mechanisms. Word embeddings form
input sequences of dimension [Li, V

W2V
i ] where posi-

tional encoding captures word order.
• LSTM + Lang2Vec: Lang2Vec produces sentence-level

embeddings of dimension V L2V
i = 100 that combine

word-level context, language-level characteristics, and
structural features (word count, punctuation count). These
complete sentence representations are processed by the
LSTM architecture.

• Transformer + Lang2Vec: The transformer processes
Lang2Vec sentence embeddings that encapsulate both
local word context and global language properties within
each V L2V

i = 100 dimensional vector.
The models process batches of sentences with sequence

lengths determined by the training data available for each lan-
guage. The LSTM architecture uses bidirectional processing
with 128 hidden dimensions, while the transformer uses 3
encoder layers with 10 attention heads and 100 hidden dimen-
sions. All architectures were optimized on the development set
using grid search over learning rates 10−4 to 10−2 and batch
sizes (16-512).

D. Evaluation Metrics

We use several evaluation metrics to assess the performance
of the language identification classifier, both in correctly
classifying an input language and in correctly rejecting an
unknown input language.

• The area under the precision-recall curve (PR-AUC) is a
measure of overall classification performance.

• The recall at 99% precision indicates the recall when very
few false positives are permitted. This reflects the situ-
ation in which a language corpus is distilled from web-
crawled text for which the languages are unknown. The
high precision ensures that the overwhelming majority of
the identified sentences will be in the desired language,



and therefore the resulting corpus will contain very little
text in other languages.

• The false positive rate (FPR) will be used to assess
the degree to which non-target language sentences are
incorrectly accepted as the target language.

• Unknown Language Rejection: Ability to correctly reject
languages not seen during training. This is measured by
means of confusion matrices and false accept rates.

V. RESULTS

A. Incremental Data Addition

Table IV shows the PR-AUC performance as training data
increases for the two low-resource languages, Tswana and
Banjar.

TABLE IV: Area under the precision-recall curve (PR-AUC)
for low-resource language identification.

Language Configuration Training sentences
> 104 103

Tswana LSTM Word2Vec 0.9101 0.2223
Tswana LSTM Lang2Vec 0.6406 0.6189
Tswana Transformer Word2Vec 0.9108 0.4954
Tswana Transformer Lang2Vec 0.6704 0.6519
Banjar LSTM Word2Vec 0.4711 0.3237
Banjar LSTM Lang2Vec 0.7310 0.6001
Banjar Transformer Word2Vec 0.5310 0.5166
Banjar Transformer Lang2Vec 0.8210 0.6913

The results demonstrate Lang2Vec’s advantage in extremely
low-resource scenarios. With only 1,000 training sentences,
Lang2Vec configurations always outperform Word2Vec ap-
proaches. This pattern holds across both test languages, in-
dicating that explicit language supervision provides stability
when training data is limited.

Table V extends the analysis by showing the PR-AUC
performance for the high-resource languages (Afrikaans and
Bosnian) across three different data availability steps. The re-
sults reveal that Lang2Vec consistently outperforms Word2Vec
methods when training data is limited (at 103), but this
advantage falls away as more data becomes available, with
the crossover occurring around 104 training sentences.

TABLE V: Area under the precision-recall curve (PR-AUC)
for high-resource language identification.

Language Model Training set size (sentences)
106 105 104 103

Afrikaans LR W2V 0.8962 0.8632 0.6858 0.5501
Afrikaans LSTM W2V 0.9899 0.9621 0.7654 0.0312
Afrikaans LSTM L2V 0.9651 0.6303 0.5451 0.5278
Afrikaans Transformer W2V 0.9950 0.9702 0.8201 0.4225
Afrikaans Transformer L2V 0.9780 0.9201 0.6902 0.7780
Bosnian LR W2V 0.7230 0.6901 0.5102 0.4960
Bosnian LSTM W2V 0.7730 0.5399 0.4301 0.0260
Bosnian LSTM L2V 0.7432 0.5798 0.4705 0.3210
Bosnian Transformer W2V 0.8920 0.5597 0.5350 0.5185
Bosnian Transformer L2V 0.8530 0.7496 0.6958 0.5950

When only 1,000 sentences are available, the transformer
classifier using Lang2Vec embeddings maintains reasonable

performance (0.778 PR-AUC) while Word2Vec collapses dra-
matically (0.423 PR-AUC). This degradation is even larger
when using the LSTM as classifier. We observed the same
pattern for Bosnian.

This pattern reflects the differences in learning objectives.
Word2Vec optimizes for semantic word relationships and re-
quires abundant training data for stable representations, while
Lang2Vec optimizes for language-level separation through
supervised language tags.

B. Recall at 99% Precision

The recall at 99% precision metric provides a strict evalua-
tion of model performance. This metric is particularly relevant
for African language evaluation where false positives can
significantly impact downstream tasks.

Figure 2 compares recall at 99% precision for both Tswana
and Afrikaans as training data increases. The results reveal
clear patterns across resource levels that highlight the complex
trade-offs between Lang2Vec and Word2Vec approaches.

(a) Tswana (low-resource)

(b) Afrikaans (high-resource)

Fig. 2: Recall at 99% precision comparison between low-
resource (Tswana) and high-resource (Afrikaans) languages.

For Tswana (Figure 2a), the results shows how recall at
99% precision changes as sentences are added to the training
set. When there are fewer than approximately 500 training
sentences, there is no clear trend since all recall scores
are very low (below 2.5%) and there are therefore only a



handful of positive classifications. However, as the number
of training sentences exceeds 500, the two classifiers using
Lang2Vec inputs begin to outperform the same classifiers
using Word2Vec inputs in most cases. For Afrikaans (Fig-
ure 2b), more training sentences are available. We see here
more clearly how the classifiers using Lang2Vec consistently
outperform their Word2Vec counterparts. As the training set
exceeds approximately 20,000 sentences, the transformer using
Lang2Vec exhibits considerable improvements, achieving a
recall of over 3.5% when all 700,000 training sentences
are used. This seemingly poor performance stems from the
strict evaluation constraint rather than model failure. At 99%
precision, the decision threshold must be set so conservatively
that almost all predictions fall below it, resulting in very few
positive classifications. The classifiers using Word2Vec inputs
however only show small tentative improvements by the time
this upper threshold is reached.

For practical African language applications, this suggests
that Lang2Vec is particularly valuable when operating under
strict precision requirements, where false positives must be
minimized even with limited training data.

C. Unknown Language Detection

For unknown language detection, we evaluated how well
the models reject languages that was unseen during training.
The experimental setup used the language groupings defined in
Tables II and III. The training sets always contained the target
language and three reference languages (English, German,
French), while 10 similar or dissimilar languages per target
languages were removed from the training set but retained in
the test set.

For each of the six target languages, we trained models
on 113 languages (122 total minus 10 removed languages
plus the target) and tested on the full test set. Results in
Table VI are combined across all removed languages for each
target language and combined within each similarity category.
The false accept rate indicates the percentage of removed
language sentences incorrectly classified as the target language
(averaged across all removed languages for each target). The
target recall measures the percentage of true target language
sentences correctly identified. The ranges show minimum and
maximum values observed across all removed languages for
all the target languages combinations within each category.

Lang2Vec demonstrates competitive rejection performance
both when the unknown languages are similar to some training
set languages and when they are dissimilar. Figure 3 provides a
direct comparison between Transformer Lang2Vec and Trans-
former Word2Vec for Tswana when ten similar languages are
removed from the training set, but kept in the test set.

The Transformer Lang2Vec achieves 94% recall on Tswana
while correctly rejecting all ten removed languages (each
removed language contributes ≤1% probability to the Tswana
class). In contrast, the Transformer Word2Vec, while main-
taining 100% Tswana recall, suffers many false accepts. For
example, Upper Sorbian (hsb) is classified as Tswana in 36%
of test cases, Somali (som) 55%, Estonian (est) 25%, and

(a) Transformer Lang2Vec (b) Transformer Word2Vec

Fig. 3: Confusion matrix when the target language is Tswana
and ten similar languages have been removed from the training
set but presented during testing. (a) Lang2Vec successfully
rejects these similar unknown languages while (b) Word2Vec
exhibits substantial false accepts.

Guarani (grn) 33%. The high Tswana to Somali confusion
rate (55%) observed in the Word2Vec-based models, high-
lights a fundamental limitation of lexical embeddings when
distinguishing between low-resource languages with limited
training data. Analysis of the cosine similarities (Figure 4)
reveals that Word2Vec embeddings place Somali sentences
substantially closer to Tswana in the embedding space (sim-
ilarity 0.038-0.062) than Lang2Vec embeddings (similarity ≤
0.02). This geometric collapse explains the misclassification.
Without explicit language-level supervision, Word2Vec relies
solely on shared lexical patterns that may be similar across
these languages. We observed that a similar pattern emerged
for the other two target languages in Table III (ita and nor).

A similar pattern emerged when dissimilar languages were
excluded, though false accept rates were generally lower (30-
40% for Word2Vec vs 0.2-0.8% for Lang2Vec, see Table VI),
due to greater linguistic distance from the target languages.

For languages similar to the target language, Word2Vec
showed false accept rates of 50-90% across all our exper-
iments, while Lang2Vec maintains false accept rates below
1% (Table VI). This performance difference is crucial for real
world applications where unseen languages are certain to be
encountered.

D. Cosine Similarity Analysis

Figure 4 illustrates the mean cosine similarity between the
language embeddings of Tswana sentences, and the sentences
of the removed languages. We see that the similarity between
Tswana and each removed language remains low for Lang2Vec
embeddings (below 0.02) for all removed languages, while
they are higher for Word2Vec embeddings, particularly for
Somali and Guarani.

These geometric differences explain the false accept rates
observed in the confusion matrices in Figure 3. When
Word2Vec embeddings place removed languages close to



TABLE VI: Language identification performance when presented with unknown languages.

Embedding Removed False Accept Rate Target Recall
Word2Vec dissimilar 32.4% (min: 28.0%, max: 41.2%) 97.2% (min: 95.0%, max: 100.0%)
Lang2Vec dissimilar 0.40% (min: 0.11%, max: 0.81%) 95.1% (min: 92.1%, max: 98.1%)
Word2Vec similar 68.7% (min: 52.0%, max: 89.2%) 98.1% (min: 96.1%, max: 100.0%)
Lang2Vec similar 0.60% (min: 0.21%, max: 0.90%) 95.8% (min: 94.0%, max: 98.0%)

Fig. 4: Mean cosine similarity between Tswana sentence
embeddings and embeddings of sentences in the removed
languages. Lang2Vec maintains a clear separation from the
unknown languages, while Word2Vec shows an overlap that
leads to misclassification.

the target language in the embedding space, the classifier
cannot reliably distinguish them. This leads to the high false
acceptance rates shown in Table VI.

E. Performance Trade-offs

While Lang2Vec excels in low-resource and unknown lan-
guage scenarios, Word2Vec approaches can achieve higher
overall performance when enough training data is avail-
able. For Afrikaans with 700,000 training sentences, Trans-
former Word2Vec achieves 0.995 PR-AUC compared to 0.978
for Lang2Vec.

Fundamental architectural differences are reflected in this
trade-off. Lang2Vec is forced to learn inter-language limits
during training by explicit language supervision, which pri-
oritises language separation by design. Without this oversight,
Word2Vec is only able to distinguish between languages based
on lexical patterns. This requires a large amount of training
data in order to create strong cross-language distinctions.
However, the supervision used by Lang2Vec allows language
separation even with just a few sentences.

F. Computational Considerations

Lang2Vec requires similar computational resources to
Doc2Vec during training. Training time is comparable to
Word2Vec when corpus sizes are similar. However, Lang2Vec
requires language-tagged training data, which adds preprocess-
ing requirements. At inference time, both approaches have
similar complexity. Word2Vec requires averaging word embed-
dings over the sentence length, while Lang2Vec computes a
single sentence embedding that incorporates both word context

and structural features. In practice, inference speeds were
within 10% of one another across our experiments.

VI. CONCLUSION

This paper presents Lang2Vec, a language-level embed-
ding approach that demonstrates competitive performance for
low-resource language identification and unknown language
identification. The use of language-level supervision enables
robust performance with limited training data, making it useful
for African language processing applications. It was observed
that Lang2Vec maintained competitive language identification
performance with as few as 1,000 training sentences while
Word2Vec PR-AUC degrades substantially under these condi-
tions.

The explicit use of language labels creates strong language
boundaries in the embedding space, enabling effective re-
jection of unknown languages with false accept rates below
1% compared to 30-90% for Word2Vec approaches. The
structural characteristics captured by Lang2Vec help cross-
language generalization by learning language-specific patterns
that extend beyond lexical content.

While Word2Vec achieves higher performance when abun-
dant training data is available (0.995 vs 0.978 PR-AUC for
Afrikaans), Lang2Vec’s language-level supervision provides a
crucial advantage for practical multilingual applications where
data scarcity and unknown languages are common challenges.
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