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Introduction

Tuberculosis (TB) is still the leading cause of
death due to an infectious disease.
In 2023, 1.25 million people passed away as
a result of TB, despite there being a cure
available for it [1].
One of the main reasons for this, is the lack
of a timely diagnosis.
As a result, the World Health Organisation
(WHO) has stated the need for a TB triage
test which is cost effective and time efficient.

Background

Medical professionals have indicated that
they cannot diagnose TB patients solely
based on their cough.
However, recent studies have shown that
machine learning models are able to detect
some aspects of the cough that can be used
to perform TB classification [2].
Contrastive learning uses contrastive loss
functions to draw similar features closer
together and dissimilar features further apart
in feature space.
A popular framework to achieve this is the
Simple framework for Contrastive Learning
of visual Representations (SimCLR) shown in
Figure 1 [3].
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SimCLR framework implemented using audio samples.

The SimCLR architecture was developed for
image classification, but can be adapted to
perform audio classification by first
transforming the audio samples into
spectrogram images.
The images are passed to the encoder model
to generate representations, which are then
passed to the projection head to generate
features.
When the contrastive loss functions are
minimised, the feature space is updated such
that similar features are closer and dissimilar
features are further away in the feature
space.

Contributions

First reported research to use contrastive
learning for TB classification using cough
audio recordings.
A novel contrastive loss function, called
exclusive loss, is proposed.
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Contrastive architecture for TB cough classification (CACOphony).

Datasets
Three datasets were used to develop and
train the machine learning models.

Coswara is a COVID‐19 dataset and was
used to pre‐train the encoder models.
Hyfe is a TB dataset and was used to
develop the contrastive architecture and
to pre‐train the encoder models.
CAGE‐TB is a TB dataset and was used to
train and test the baseline models and
contrastive architectures.

Number of patients and coughs for each dataset.

Dataset Samples Positive Negative
Coswara Patients 667 1423

Coughs 2789 5581
Hyfe Patients 297 810

Coughs 2930 6842
CAGE‐TB Patients 86 379

Coughs 1043 4844

Experimental set-up

To establish a baseline result, five machine
learning models were compared namely,
logistic regression, ResNet, AlexNet,
VGGish and a BiLSTM.
The contrastive architecture (CACOphony)
was implemented using the top three
baseline models are encoders, namely:
AlexNet, VGGish and a BiLSTM and is
shown in Figure 2.
Each of the contrastive architectures was
trained using:
Supervised contrastive loss functions, such as
pair loss, triplet loss and the novel exclusive loss
Self‐supervised contrastive loss functions, such
as NT‐Xent loss and Barlow twins loss
Combinations of the supervised and
self‐supervised loss functions, such as pair loss
with NT‐Xent loss and triplet loss with Barlow
twins loss.

Exclusive loss

Exclusive loss uses logical bit‐wise opera‐
tions to determine positive and negative
pairs:
Lexclusive(z(k,1), z(k,2))
=
∑[ [

(y(k,1))⊕̄(y(k,2))⊤
]

⊙ D (z)

+
[
(y(k,1))⊕(y(k,2))⊤] ⊙ max

(
0, m − D (z)

)]

Results
Summarised mean test area under the ROC (AUC) results for the
top three baseline models and contrastive architectures.

Encoder Baseline Contrastive
AlexNet 0.633 0.598
VGGish 0.637 0.653
BiLSTM 0.631 0.601

VGGish delivered the best baseline and con‐
trastive performance.
CAGE‐TB test set AUC results for the contrastively architecture
with VGGish using the top three contrastive loss functions, with
and without pre‐training.

Loss Standard
encoder

Pre‐trained
on Coswara

Pre‐trained
on Hyfe

Exclusive 0.653 0.665 0.660
Barlow twins 0.631 0.617 0.578
Barlow+triplet 0.631 0.648 0.634

VGGish performed the best among the
baseline models and the contrastive
architectures, with and without pre‐training.
Overall, the exclusive loss performs the
best among the contrastive loss functions.
Further pre‐training VGGish leads to
improved performance, especially when
pre‐trained on Coswara.

Conclusion
Contrastive learning can be used to train
features that can better separate TB
positive coughs from TB negative coughs.
Further pre‐trained the encoder models
on domain specific datasets leads to
improved performance.
The novel exclusive loss outperformed
well known contrastive architectures and
lead to the best overall performance.
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