
CACOphony
Contrastive Architecture for TB Cough classification
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Abstract—We consider the application of contrastive learning
to the classification of cough audio recordings to determine
a patient’s tuberculosis (TB) status. Such classification could
form the basis of a low-cost and easily-applied TB triage with
which to reduce the incidence of undiagnosed TB, especially in
low and middle-income countries with overburdened healthcare
systems. We evaluate five non-contrastive baseline classifiers,
and apply contrastive training to three of these using both
supervised and self-supervised contrastive loss functions. One of
these loss functions, exclusive loss, is proposed in this work. We
find that improvements over the non-contrastive baselines are
possible using several configurations, but that best performance
is achieved using a VGGish architecture with additional pre-
training and subsequent contrastive training using exclusive loss.
This configuration achieves a mean area under the receiver
operating characteristic (ROC) of 0.665 on the independent
test sets during cross-validation, while the best non-contrastive
baseline achieved an AUC of 0.637.

Index Terms—tuberculosis, cough classification, audio clas-
sification, contrastive learning, contrastive loss functions, deep
learning

I. INTRODUCTION

Tuberculosis (TB) remains the world’s deadliest infectious
disease, leading to an estimated 1.25 million deaths in 2023
alone [1]. It disproportionally affects low and middle-income
countries, including much of Africa. A particular concern
is the large number of TB cases that are not detected, and
therefore, remain infectious. In response, the World Health
Organisation (WHO) has emphasised the need for a triage
test that can rapidly and cheaply differentiate between TB
positive and TB negative patients [2]. Such a test can provide
health care professionals with an immediate result on the basis
of which they can decide whether a patient needs further
confirmatory TB testing or not. Since the confirmatory testing
for TB is costly and requires specialised facilities, an effective
triage test can both reduce the burden on healthcare systems
and reduce undiagnosed TB cases.

This work concerns the development of such a TB triage
test based on the sound of the patient’s cough using machine
learning. Section II provides some background on the clas-
sification of cough audio for TB detection, as well as on the
methods that we will employ. Section III describes the datasets
we use for experimentation, and Section IV our experimental
technique.

Section V presents the experimental results, and Section VI
concludes the paper.

We make the following contributions:

• It is the first reported research to use contrastive learning
for TB classification using cough audio recordings.

• A novel contrastive loss function, called exclusive loss,
is proposed. We show that exclusive loss outperforms
existing contrastive loss functions for this application.

II. BACKGROUND

Medical professionals who were consulted at the start of
this study unanimously claimed that they cannot distinguish
TB positive from TB negative patients based on the sound
of their cough. However, it has been demonstrated that ma-
chine learning models can detect aspects of cough audio that
allow such distinction to some degree [3]–[8]. Typically, these
systems transform the audio signal into a mel-spectrogram
or similar time-frequency representation. This serves as input
to the machine learning models, which compute a posterior
probability indicating whether the patient has TB or not. TB
screening using this method has the advantages of being imme-
diate, inexpensive, non-invasive and easy to apply compared
to current alternatives such as sputum, skin, blood or X-ray
tests.

Contrastive learning can be viewed as a trainable feature ex-
traction procedure which learns to better separate the classes in
a transformed feature space before classification is performed.
It achieves this by means of contrastive loss functions that
explicitly encourage the features to lie close together when
the corresponding inputs are similar and further away from
each other when they are dissimilar.

A prevalent and successful approach to contrastive learning
for image classification is the Simple framework for Con-
trastive Learning of visual Representations (SimCLR) shown
in Figure 1 and described in [9]. SimCLR employs a Siamese
network architecture, which consists of two (or more) sub-
networks. Each sub-network consists of an encoder that is
used to generate representations and a projection head that
is used to generate features. Although SimCLR was designed
to be trained using NT-Xent loss, it can be adapted to use
other contrastive loss functions, such as pair loss, triplet loss
and Barlow twins loss. These are introduced briefly below.



Fig. 1. The SimCLR architecture consists of a Siamese network with two sub-
networks, each with an encoder and a projection head. The encoder model is
usually a ResNet and is used to generate representations of the input images.
The projection head is usually a multi-layer perceptron and is used to generate
features from the representations. The contrastive loss function minimises
the distances between similar features and maximises the distance between
dissimilar features. After the architecture has been trained contrastively, the
features are passed to a classifier to generate posterior probabilities.

A. Pair loss

Pair loss is a supervised contrastive loss function that aims
to generate features that minimise the distances between sim-
ilar pairs, while maximising the distances between dissimilar
pairs [10].

Let x(k) denote the kth batch of images. The batch is
divided into two sub-batches x̃(k,1) and x̃(k,2). These image
batches are passed to the encoder to generate representations
and then to the projection head to generate features z(k,1) and
z(k,2). Let z(k,1)

i denote the feature generated by the projection
head of the first sub-network for the ith image in the kth batch.
Let m denote a margin used to penalise dissimilar distances
smaller than this value. Finally, let NB denote the number of
samples in a batch and Y denote an indicator function that
uses labels to determine whether a pair is similar (in which
case Y = 1) or dissimilar (Y = 0).

Then pair loss is given by Equation 1.
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B. Triplet loss

Triplet loss is a supervised contrastive loss function that
extends pair loss by comparing triplets instead of pairs. It aims
to learn a feature space that ensures that the distance between
similar features is less than the distance between dissimilar
features [11].

For every anchor image i drawn from the kth batch, denoted
by x

(k,1)
i , two images are further selected from the same batch.

The first has the same label as the anchor and is referred
to as the positive image, denoted by x

(k,2)
i . The second has

a different label from the anchor and is referred to as the

negative image, denoted by x
(k,3)
i . Let z(k,1), z(k,2) and z(k,3)

denote the batches of features generated by three sub-networks
for the anchor, positive and negative images respectively.

Then triplet loss is given by Equation 2.
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C. NT-Xent loss

Normalised temperature-scaled cross-entropy (NT-Xent)
loss is a self-supervised contrastive loss function because it
does not require class labels for the training images. Instead,
positive samples are derived by applying transformations (re-
ferred to as augmentations) to the anchor images. NT-Xent
trains the Siamese network to generate features that minimise
the distance between augmentations of the same image, while
maximising the distance between augmentations of different
images [9].

Let z(k,1) and z(k,2) denote the features generated by
sub-network 1 and 2 respectively, and let Z(k) denote a
feature matrix combining the features in an alternating pattern.
Let sim(·) denote the cosine similarity and let τ denote a
temperature parameter.

Then NT-Xent loss is given by Equation 3.
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D. Barlow twins loss

Like NT-Xent, Barlow twins is a self-supervised loss be-
cause it does not require class labels for the training images.
It aims to generate features that are invariant to augmentations
and to reduce redundancy between features [12].

Assume again that z(k,1) and z(k,2) denote the features for
the two sub-networks. Let α and λ denote hyperparameters
that balance the invariance and redundancy terms in the loss
and let b denote the bth sample in the batch.

Then Barlow twins loss is given by Equation 4.
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III. DATA AND PREPROCESSING

Three independent datasets are used for the development
and training of the machine learning models. Nested k-fold
cross-validation with k = 10 was used for hyperparameter
optimisation and evaluation.

Coswara is a publicly available dataset that contains cough
audio recordings and diagnoses from COVID-19 positive and
negative patients [13]. Using smartphones, cough audio was
recorded from 667 COVID-19 positive and 1423 COVID-19
negative patients. We used this data to contrastively pre-train
the encoder models.

The Hyfe dataset was collected for the CODA TB Dream
challenge and contains cough audio recordings and diagnoses
from TB positive and negative patients [14]. The cough
audio was recorded using the Hyfe application from 297 TB
positive and 810 negative patients. We use this data for model
development and contrastive pre-training.

Finally, the CAGE-TB (Cough Audio triaGE for TB)
dataset has been compiled as part of the larger project within
which the research reported in this paper falls1. This dataset
includes cough audio recordings and diagnoses obtained from
patients presented at TB clinics around Cape Town, South
Africa. Data was recorded using a smartphone and an external
USB microphone and comprises 86 positive and 379 negative
cases of TB. This dataset was used for both training and
evaluation.

Table I shows the number of positive and negative patients
and the number of coughs extracted for each dataset.

TABLE I
NUMBER OF PATIENTS AND COUGHS FOR EACH DATASET. COSWARA IS A

COVID-19 DATASET, WHEREAS HYFE AND CAGE-TB ARE BOTH TB
DATASETS.

Dataset Samples Positive Negative

Coswara Patients 667 1423
Coughs 2789 5581

Hyfe Patients 297 810
Coughs 2930 6842

CAGE-TB Patients 86 379
Coughs 1043 4844

Due to the software used to gather the audio, all cough
recordings in the Hyfe dataset are exactly 500ms long. Anal-
ysis of the CAGE-TB recordings revealed that it is unusual
for coughs to exceed this length. Therefore, recordings for
Coswara and CAGE-TB were processed to also be of this
length. Recordings shorter than 0.5s were padded with trailing
zeros, while longer recordings were trimmed.

1https://cagetb.org

All recordings were then converted into mel-spectrograms
using 2048-sample frames, a hop length of 512 samples and
128 mel-scaled frequency bins, resulting in mel-spectrogram
representations with dimensionalities of [128× 43].

All augmentations used for contrastive training are applied
to these mel-spectrograms. These transformations differ from
those commonly used in image processing tasks and are ap-
propriate for audio signals. The augmentations we consider are
frequency masking, time masking, cut-out, frequency shifting,
time shifting, Gaussian noise addition and solarisation.

IV. EXPERIMENTAL SET-UP

The classification objective in this work is to determine
whether coughs collected from a particular patient indicate TB
or not. In order to gauge the degree to which contrastive train-
ing is appropriate for this binary classification task, we trained
several baseline classifiers directly on the spectrograms.

A. Non-contrastive baseline classifiers

Five classifiers were trained non-contrastively as baselines
using cross-entropy loss. The baseline architectures are logis-
tic regression, AlexNet, ResNet18, VGGish and a BiLSTM.
Logistic regression is linear model that is included due to
its simplicity. AlexNet and ResNet18 are convolutional neural
networks that perform well for image classification [15], [16].
VGGish is also a convolutional neural network, but has been
adapted from the VGG architecture (which also performs
image classification) to the task of audio classification [17].
The BiLSTM is a deep bidirectional recurrent neural network
consisting of three bi-directional LSTM layers followed by a
dense layer [18]. This architecture is particularly well suited
to the modelling of long-term dependencies in time series
data. AlexNet and ResNet18 were pre-trained on ImageNet,
VGGish was pre-trained on AudioSet, while logistic regression
and the BiLSTM were not pre-trained [15], [19].

B. Contrastive architectures

Based on development results, contrastive learning was
only implemented for the top three baseline models, namely
AlexNet, VGGish and the BiLSTM. Figure 2 shows the archi-
tecture used for contrastive learning when using VGGish. A
similar configuration was used for AlexNet and the BiLSTM.
As shown in the figure, the VGGish feature extractor is
used as the encoder and is trained contrastively. The VGGish
embedding model is then trained as the classifier using cross-
entropy (CE) loss.

C. Contrastive loss functions

All four contrastive loss functions described in Section II
were evaluated. In addition, a new contrastive loss function,
termed exclusive loss and described below, was also evaluated.

D. Exclusive loss

As described in Section II, pair loss and triplet loss are
supervised contrastive loss functions that make use of either
a pair of similar inputs or a triplet consisting of a similar and
a dissimilar pair.
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Fig. 2. Contrastive architecture with VGGish, where the VGGish feature extractor is trained using a contrastive loss while the VGGish embedding model is
trained with cross-entropy (CE) loss. The mel-spectrogram images are augmented using a random selection of cut-out, solarisation and time shifting.

We propose a new supervised contrastive loss function,
exclusive loss, which performs a comparison between every
possible sample in a batch, similar to multi-class n-pair and
SupCon loss. While other loss functions perform pairwise
or triplet-wise comparisons and then aggregate the result,
exclusive loss compares all the samples to each other in order
to perform a joint minimisation and maximisation.

Let z(k,1) and z(k,2) denote the batches of features for
the two sub-networks. Let ⊙ denote the Hadamand product
between two matrices and let ⊕ and ⊕̄ denote the logical
XOR and XNOR operations.

Exclusive loss is then defined in Equation 5.

Lexclusive

(
z(k,1), z(k,2),y(k,1),y(k,2)

)
=

∑[
xnor

(
y(k,1),y(k,2)

)
⊙D

(
z(k,1), z(k,2)

)
+xor

(
y(k,1),y(k,2)

)
⊙

max
[
0,m−D

(
z(k,1), z(k,2)

) ]]
(5)

where

xnor(y(k,1),y(k,2)) = (y(k,1))⊕̄(y(k,2))⊤

xor(y(k,1),y(k,2)) = (y(k,1))⊕(y(k,2))⊤

In Equation (5), the final loss is calculated by summing
the similar elements (XNOR) and the dissimilar elements
(XOR) of the Euclidean distance matrix calculated between
all features in the batch. The XNOR and XOR operations
compare each label to every other label to produce two
matrices with the same dimensions as the distance matrix.
Computation is efficient since it uses fast bit-wise logical
XNOR and XOR operations to select distances for the similar
and the dissimilar features respectively.

E. Classifier and training hyperparameters

Nested k-fold cross-validation was used to determine the
hyperparameters for the baseline models and contrastive ar-
chitectures. The Hyfe dataset was used for hyperparameter
optimisation, after which the identified hyperparameters were
applied to both the Hyfe and the CAGE-TB datasets. AdamW
was used as the optimiser, cross-entropy loss was used to train
the baseline models and the classifier, while five contrastive
loss functions were used to train the contrastive architectures.
Table II summarised the hyperparameters chosen based on the
development set results.

TABLE II
SET OF HYPERPARAMETERS FOR THE BASELINE MODELS, CONTRASTIVE

ARCHITECTURE AND CLASSIFIER BASED ON DEVELOPMENT RESULTS.

Hyperparameter Baseline Contrastive
encoder Classifier

NE 32 64 8
NB 32 200 100
α 1e-4 1e-5/1e-6 1e-4
β 1e-2 1e-4 1e-2

During model development, the classifier was trained for
eight epochs after each contrastive epoch to monitor per-epoch
development performance. The contrastive loss functions were
trained with α = 1e − 6, with the exception of pair loss and
triplet loss, which was trained with α = 1e− 5.

V. RESULTS

The contrastive architecture shown in Figure 2 was im-
plemented using the three top-performing baseline models
(AlexNet, VGGish and BiLSTM) as encoders based on de-
velopment set results.

Table III summarises performance in terms of the mean area
under the receiver operating characteristic (AUC) calculated
over the development folds for CAGE-TB. The first row
indicates the baseline results obtained using cross-entropy loss,
while the remainder of the results are obtained by training the
contrastive architecture in Figure 2 with different contrastive



loss functions. The last two lines show performance when
combining a supervised loss function with a self-supervised
loss function. We see that the contrastive architecture using
VGGish delivered the best performance among the contrastive
architectures. Furthermore, exclusive loss delivers the best
performance among all the contrastive loss functions for all
three architectures.

TABLE III
CAGE-TB DEVELOPMENT SET AUC RESULTS (MEAN OVER ALL

DEVELOPMENT FOLDS) FOR CONTRASTIVELY-TRAINED ARCHITECTURES
BASED ON ALEXNET, VGGISH AND THE BILSTM.

Loss AlexNet VGGish BiLSTM
Cross-entropy 0.632 0.632 0.625

Pair loss 0.588 0.636 0.609
Triplet loss 0.590 0.635 0.606

Exclusive loss 0.591 0.658 0.614
NT-Xent loss 0.586 0.598 0.610
Barlow twins 0.590 0.608 0.609

Barlow + Triplet 0.586 0.628 0.607
Pair + NT-Xent 0.585 0.612 0.609

VGGish delivers the best baseline and contrastive perfor-
mance shown in Table III. This VGGish model was the
standard implementation pre-trained on AudioSet [20]. A set
of experiments was therefore conducted to determine whether
further pre-training the encoders with Barlow twins loss can
lead to further performance gains. Barlow twins loss was
chosen since it is self-supervised and does not require labels,
thus other cough datasets can be used instead of TB-only
cough datasets. The encoders were further pre-trained on
Coswara (COVID-19 dataset) and Hyfe (TB dataset). The best
supervised, self-supervised and combination of contrastive loss
functions were chosen based on the development results in
Table III.

Table IV summarises the mean CAGE-TB AUC results
measured over the test folds. The table lists baseline models
and contrastive architectures, both with and without further
pre-training. We note that the test set performance is within
2.5% of the development set performance seen in Table III.

VGGish delivers the best test set performance among both
the baseline models and the contrastive architectures, with
and without further pre-training. Furthermore, VGGish trained
contrastively with exclusive loss performs best among the
considered contrastive loss functions, again both with and
without further pre-training. The best overall performance is
observed when VGGish is contrastively further pre-trained
on Coswara and then fine-tuned contrastively using the novel
exclusive loss, leading to a mean test set AUC of 0.665.

Table IV shows that further pre-training leads to improved
performance, especially for Coswara but also when using
Hyfe. This indicates that the benefit of contrastive training
increases as more data is included for training. However,
contrastive learning only leads to clear improvements over the
baseline when using the VGGish architecture. This indicates
that the choice of encoder model is important.

TABLE IV
CAGE-TB TEST SET AUC RESULTS (MEAN OVER ALL TEST FOLDS) FOR

CONTRASTIVELY TRAINED ARCHITECTURES BASED ON ALEXNET,
VGGISH AND BILSTM, WITH AND WITHOUT FURTHER PRE-TRAINING OF

THE ENCODER.

Loss Standard
encoder

Pre-trained
on

Coswara

Pre-trained
on

Hyfe
AlexNet

Cross-entropy 0.633 - -
Exclusive 0.564 0.585 0.600

Barlow twins 0.598 0.615 0.608
Barlow+triplet 0.570 0.584 0.610

VGGish
Cross-entropy 0.637 - -

Exclusive 0.653 0.665 0.660
Barlow twins 0.631 0.617 0.578
Barlow+triplet 0.631 0.648 0.634

BiLSTM
Cross-entropy 0.631 - -

Exclusive 0.601 0.591 0.596
NT-Xent 0.597 0.594 0.609

NT-Xent+pair 0.594 0.587 0.594

Finally, the results indicate that further pre-training on
cough datasets that are not TB specific might lead to features
that are more generalisable and robust.

VI. CONCLUSION

We have considered the application of contrastive learning
to the classification of cough audio recordings to determine a
patient’s TB status. Five baseline models were considered, of
which AlexNet, VGGish and the BiLSTM delivered the best
performance. Each of these three architectures was then trained
contrastively using three supervised, two self-supervised and
two combinations of supervised and self-supervised loss func-
tions. Contrastive training of VGGish using the exclusive loss
proposed in this paper delivered the best performance. Further
pre-training of this configuration using the Coswara and Hyfe
datasets led to additional improvements.

We have therefore shown that contrastive learning can be
used to compute features that better separate TB positive
coughs from TB negative coughs in the feature space. This
better separation leads to improved performance of down-
stream classification of the patient’s TB status based on the
cough recordings. It was also shown that further pre-training,
especially on non-TB cough datasets, can further improve per-
formance. Finally, the new contrastive loss function proposed
in this research, exclusive loss, was demonstrated to lead to
the largest improvement in classification performance.
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